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T he Egyptian Empire was at the pinnacle of its cultural
and technological evolution when it was conquered by a
barbarian invader. The source of the Egyptians’ vulnera-

bility? Despite their numerous advances in medicine, art, mathe-
matics, warfare, and science, the Egyptians had never exploited
the potential of the wheel. Their conquerors, the Hyskos, had
chariots. Although they were heavy, poorly built contraptions
with clunky solid wheels, the chariots enabled the Hyskos to van-
quish the Egyptian armies.

Does the optics industry have a lesson to learn from the an-
cient Egyptians? In the past decade, our industry has developed
elegant and sophisticated technologies to solve a myriad of prob-

lems, from dispersion compensation to optical switching. But we
have not integrated the most fundamental industrial advance of
the 20th century: mass production. Unnecessary optical-electri-
cal-optical (OEO) conversion in telecommunications networks is
wasteful and inefficient (as well as inelegant): if we in optics are
not careful, the wheels of complementary metal oxide substrate
(CMOS) will crush us.

Before the surge in demand driven by telecommunications,
optics was a cottage industry made up of small-scale production
facilities in which discrete components were assembled with
tweezers and glue. Today, the optical telecommunications indus-
try must leverage the unique parallel processing capabilities of
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photonics, and integrate very-large-scale
integrated (VLSI) manufacturing. Unless
we evolve our manufacturing capabilities,
electronics will leverage CMOS scaling to
make OEO processing so cheap that optics
will not be able to compete.

Since the erbium-doped fiber amplifier
(EDFA) was introduced, optical networks
have rapidly evolved from single-channel,
point-to-point, regenerated systems to op-
tically amplified dense-wavelength-divi-
sion multiplexing (DWDM) systems in
ring and mesh architectures. Although
major efforts have focused on developing
purely optical transport and switching sys-
tems, significant signal processing—pri-
marily for switching, regeneration, and
wavelength conversion—is still of necessi-
ty performed in the electrical domain.

The EDFA revolutionized optical com-
munications by allowing multiple optical
channels to be amplified simultaneously
in a single device. The unique ability of
photons to parallel process many channels
of information simultaneously enables
broadband communication and signifi-
cant cost reduction compared to multiple,
single-channel electronic operations. It is
therefore rather surprising that equipment
manufacturers still produce channelized
solutions for everything from dispersion
compensation and add/drops to regenera-
tion and optical switching.

Optical parallel processing
The two basic steps necessary to reduce
the cost of optical network components
are depicted in Fig. 1. First, replace chan-
nelized electronics with broadband, paral-
lel processing optics. Second, use wafer-
scale integration and VLSI manufacturing
to create economical, pure-optical chips.
We are already seeing the migration from
discrete, filter-based passive components
to wafer-scale devices [arrayed waveguide
gratings (AWG), fiber Bragg gratings
(FBG), photonic crystals]. Active optical
integrated circuits should also evolve over
the next several years to compete with in-
cumbent OEO solutions. Several promis-
ing material systems offer wafer-scale in-
tegration of optical functions, including
InP, GaAs, LiNbO3 and SiO2 on Si.

Pure-optical switches (such as MEMs
switches) leverage the unique ability of
optics to direct large numbers of individ-
ual wavelengths in parallel. A single (port)
optical space switch can switch any num-
ber of wavelengths simultaneously. The

OEO equivalent of such a switch requires
up to 160 back-to-back OEO transpon-
ders, at excessive cost. Although the paral-
lel-processing capability associated with
optics offers tangible cost reductions, high
port-count optical switches have unfortu-
nately proven difficult to deploy, making it
hard to replace OEO cross connects with
individual wavelength granularity. In con-
trast, lower-port-count switching fabrics
(32 x 32 and even 64 x 64) with acceptable
reliability are readily available at reason-
able cost.

A waveband managed network lever-
ages optical parallel processing capabilities
to manage a large number of wavelengths
(channels) with a single element. At the
core of a cross connect, bands of channels
can be directed from one port to another,
thereby eliminating the costly channelized
electronics currently used for this task. To-
day, in fact, most network architectures al-

ready use a form of the waveband ap-
proach. Optical add/drop multiplexer
(OADM) sites generally drop a band of
8-16 channels using a single band-pass fil-
ter at a fraction of the cost of channel-
ized multiplexer/demultiplexer (MUX/
DEMUX) solutions. Dispersion compen-
sation devices like fiber Bragg gratings
have limited bandwidth and typically op-
erate on four-channel bands. Even disper-
sion compensated fiber (DCF) is deployed
on bands of channels to achieve dispersion
slope compensation.

Wavelength conversion is a critical
function in any pure-optical network. At
the network edge and aggregation nodes,
optical signals undergo wavelength con-
version so they can be multiplexed into a
DWDM transport system at an available
specified wavelength. At core switching
nodes, wavelength conversion prevents
wavelength blocking in multiwavelength
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Figure 1. Optical parallel processing.
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(DWDM) systems, enabling more efficient
network use. Both instances of conversion
are necessary because it is not always pos-
sible or practical to provision a single
wavelength from the point of origin to the
final destination. Channels are currently
converted in opaque (electrical switching
fabric) optical cross connects, which re-
quire channelized and expensive OEO
conversions.

Most wavelength conversion technolo-
gies don’t lend themselves to parallel signal
processing. Semiconductor optical ampli-
fiers (SOAs) are limited to single-channel
operation (due to cross talk), and four-
wave mixing is likewise limited due to
“satellites” that overlap adjacent channels.
With up to 8 dB of added noise and pulse-
ripple degrading the bit-error rate (BER),
deployment of these technologies has 
not been very successful. For these 
reasons, wavelength conversion is curr-
ently accomplished by tunable OEO 
transponders.

Wafer-scale integration
It is possible to impart optically controlled
wavelength conversion capability to lithi-
um niobate by lithographically patterning
and processing wafers in a semiconductor-
style cleanroom. The result is a pure-opti-
cal chip, produced by wafer-scale process,
which integrates a number of functions
previously performed using discrete opti-
cal components (see Fig. 2). The process of
mode-matching, for example, in which a
fiber output is collimated, then focused
into the planar waveguide using the ap-
propriate mode-matching lens, is integrat-
ed into the chip using a tapered mode cou-
pler. Wavelength management, in which
pump and signal wavelengths are com-

bined with a discrete MUX, is performed
by multiwavelength mode couplers. This
level of wafer-scale integration removes
significant cost from the final product
since, as is the case with CMOS, once a fea-
ture has been lithographically produced it
can be reproduced at negligible addition-
al cost.

Unlike most nonlinear optical process-
es, wavelength conversion using differ-
ence-frequency generation has an efficien-
cy independent of input power, so both
very weak (-55 dBm) and strong (2 dBm)
signals are converted with equal efficiency
in the same device. Chips have upwards of
70 nm of operating bandwidth (twice that
of an EDFA), and can be easily tuned to
cover the C, L and S bands (or other wave-
length regions if desired). The chip is
purely transparent, being inherently low
noise (quantum limited), protocol inde-
pendent and bit-rate agnostic. Devices
have been successfully tested at bit-rates of
up to 160 Gbit/s, and can operate at rates
of up to 500 Gbit/s.

Band network architectures
Since typically over 80% of traffic at a giv-
en node is pass-through traffic, more effi-
cient and manageable network architec-
tures are achieved by grouping optical
channels in bands. This higher level of
granularity makes optical demultiplexing
requirements less stringent and optical
switching and wavelength conversion

processes more efficient. Since fewer opti-
cal cross-connect ports are required to
switch the same amount of traffic, archi-
tects achieve significant reductions in port
counts and per-channel costs of switching
and wavelength conversion. With the ex-
ception of wavelength band converters, all
the components and subsystems necessary
to create an all-optical banded architecture
are commercially available today: filters,
banded MUX-DEMUX, and mid-port-
count optical cross connects.

As shown in Refs. 1-3, band architec-
tures are more suitable for networks and
nodes with large numbers of fibers. The
cost of wavelength conversion is dominat-
ed by the cost of laser-diode pumps, which
we assume is comparable to the cost of a
port (since an OEO transponder includes
essentially similar components). Note that
if wavelength conversion is more expen-
sive than a port, the savings in banded ar-
chitecture are even greater. In this analysis
we assume that the band architecture still
requires one bank of converters with indi-
vidual wavelength granularity. As shown
in Ref. 3, we calculate the cost advantage of
band conversion normalized to the cost
for a channelized system but include the
cost of wavelength conversion, in addition
to port cost and fiber cost.

The three curves in Fig. 3 represent cost
reductions calculated assuming port cost
is 0.1%, 1%, 10% of fiber cost. Unlike the
original work presented in Ref. 3, which
did not include wavelength-converter cost,
our own calculations suggest that a cost
reduction will almost always be achieved
by switching from per-channel-based ar-
chitecture [using semiconductor optical
amplifiers (SOAs) or OEO] to broadband
lithium niobate-based band architectures,
if the number of channels per band is be-
tween four and eight. If the wavelength
conversion cost falls below 10% of the
port cost, then the analysis reverts to that
presented in Fig. 3. If converter cost ex-
ceeds five times port cost, all curves over-
lap the 0.01 curve in Fig. 3; i.e., cost sav-
ings become relatively independent of the
port-to-fiber cost ratio. Further cost re-
ductions are achieved through reductions
in MUX/DEMUX performance and com-
plexity.

The utility of wavelength band conver-
sion increases with route length and net-
work diameter but decreases with channel
count and number of fibers per link. To
determine the network improvement of-
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Figure 2. Integrated optical chips.

Free-space Optics Adiabatic Taper

Wavelength Management on a Chip

Pump Wavelength
Signal Wavelength

Is it possible that 
nonlinear optics holds 

the key to realization of
the optical transistor? 



fered by band architecture, the effect of
such variables has been included. Based on
Ref. 4, we define an interference length L
as the number of links shared by two light
paths which share some link; and the
number of hops, H, such that the ratio
H/L is the effective route length. Figure 4
shows the utilization gain, defined as the
ratio of network utilization, with and
without band conversion, for a 64-channel
DWDM system, with a given blocking
probability of less than 0.1%.

We also take into account the reduced
blocking probability with an increasing
number of fibers5 required for band archi-
tecture, which allows accommodation of a
larger number of channels per band, B. As
indicated in Fig. 4, the analysis was com-
pleted for ring (H/L~5), fully meshed
(H/L~10), and mesh-torus (H/L~20) net-
work architectures. As with channelized
architectures, wavelength-conversion-en-
abled band architectures provide a higher
level of efficiency in mesh network topolo-
gies than in ring topologies.

From a network-use perspective, the
ideal band structure for 64-channel
DWDM is between six and 12 channels
per band. From a cost perspective, howev-
er, four to eight channels per band is ideal,
depending on the cost of the wavelength
converter. Therefore, we conclude that
eight channels per band is the most appro-
priate and practical number.

Other hurdles
Transistors enabled the modern semicon-
ductor industry by providing a basic
building block as well as the capability of
combining transistors in large numbers to
produce higher levels of functionality. Un-

fortunately, no optical transistor exists, al-
though many optical chip technologies
emulate the transistor function when driv-
en electrically. Mach-Zehnder lithium nio-
bate EO modulators offer very fast switch-
ing capability. Interestingly, it is the non-
linearity of the transistor, initially feared
as a potential source of control difficul-
ties, that ultimately made it so useful for
electronics. Is it possible that nonlinear
optics holds the key to realization of the
optical transistor? Certainly, there have
been many claims for such, including
holographic gratings, photonic crystals,
and quantum dots. One candidate, the
lithium niobate optical chip, emulates the
transistor functions using purely optical
inputs, as shown in Fig. 5. An optical
“base” (the pump) switches the wave-
length conversion function on and off, at a
speed determined by the oscillation of the
electron cloud, i.e., 10-15 sec. (much faster
than silicon, or even indium phosphide).
Since the process is optically transparent,
the waveform of the gate is precisely 

replicated on the “emitter” (converted
wavelength).

The next hurdle for optical integrated
circuits is the physical size of optical wave-
guides versus electrical circuit paths. The
minute size of electrical transistors enables
many of them to be combined on a tiny
chip. While semiconductor chip manufac-
turers routinely use submicrometer circuit
traces, optical waveguides are an order of
magnitude larger. Bend radii for optical
waveguides are typically several millime-
ters, making integration and size reduc-
tion very difficult. Small optical wave-
guides with very small bend radii require
high-index differences for strong confine-
ment, usually resulting in unacceptable
loss. However, recent advances have pro-
duced low-loss waveguides with bend
radii of tens of micrometers. Other tech-
nologies, like photonic crystals, offer
CMOS-scale waveguides.

Bandwidth growth rates have often
been compared to Moore’s law for proces-
sor speed growth. Speed in electronics
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Figure 3. Band architecture cost reduction. Figure 4. Utilization gain vs. number of bands.

Figure 5.The optical transistor.
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comes from reduced size, and this is the
metric by which optics must be judged.
Interestingly, if we track the size of optical
features (say bend radius) on filter-based
MUX/DEMUX, through AWGs and direct
silicon waveguide technology, a Moore’s
law pattern emerges, as shown in Fig. 6. In
optical devices, feature sizes are changing

creasing challenges in wavelength manage-
ment are the fundamental drivers behind
the development of new technologies and
architecture for next-generation networks.
Optically transparent band-switching fab-
rics and all-optical waveband converters,
critical to improving network efficiency,
will play an important role in meeting
these requirements.

Waveband converters are but one ex-
ample of the benefits of parallel optical
processing. The challenge in optics over
electronics is the absence of a single ubiq-
uitous material system in optics. Fortu-
nately, this is a problem for integration of
optical functions in electronics, too. Great
semiconductor materials for electronic
processing (like silicon) do not lend them-
selves to optical characteristics, while tra-
ditional semiconductors for optical appli-
cations (like InGaAs) are poor candidates
for electronics. That said, at least five indi-
um phosphide companies are developing
integrated OEO solutions, and at least a
dozen incumbents are trying hybrid inte-
gration techniques. At the same time, a
Stanford University team has recently
demonstrated wavelength conversion.
Other “optical chip” functions have re-
cently been demonstrated in GaAs, a tradi-
tional semiconductor material. It will be
an exciting few years as the battle of optics
versus electronics plays out.

And what about the ancient Egyptians?
They reclaimed their kingdom through an
emphasis on “light.” They developed
lighter chariots through the invention of
spoked wheels (finding a strong spoke and
a way to bind the rim represented a signif-
icant problem in the realm of materials
choice). At this point, the Egyptians’ char-
iots were lighter, faster, and more maneu-
verable than those of their foes. The Egyp-
tians rode their chariots on to victory, de-
feating their former conquerors. The
Hyskos fell victim to the fallacy they em-
braced, that “might” is better than “light.”

References
1. T. Stern and K. Bala, Multiwavelength Optical

Networks,Addison-Wesley (2000).
2. H. Harada, K. Shimizu,T. Kudou, and T. Ozeki, OFC

1999,WM55-1, 356-8 (1990).
3. J.Yamawaku,W. Imajuku,A.Takada, S. Okamoto,T.

Morioka,“Investigation of virtual grouped-wave-
length-path routing networks, OECC/IOOC 2001.

4. R. Barry and P. Humlet, IEEE JSAC, 14 (5) 858-67,
June (1996).

5. S. Subramaniam and R. Barry, IEEE Int. Conf. Com-
mun. 406-10, June 1997.

Larry Marshall and Gabriel Kra are with Lightbit Corporation
in Mountain View, California. Their e-mail addresses are lar-
ry@lightbit.com and gabriel@lightbit.com.

THE PROCESSING POWER OF LIGHT

42 Optics & Photonics News ■ March 2002

Figure 6. Applying Moore’s law to optics.
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far more rapidly than those in semicon-
ductors, which are approaching practical
physical limits.

Conclusion
Bandwidth cost reduction is the end goal.
Optical transparency, dynamic reconfig-
urability, network efficiency, and the in-


